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INTRODUCTION

Educational recommendation is often pursued in environ-
ments where there is significant content knowledge of each
item. For example, a recommender might choose appropri-
ate learning modules in a tutoring system. In such cases,
content-based recommendation can be very powerful. Our
work examines recommendation of educational experiences
in an informal learning environment. In this domain, content
knowledge is weak and often missing, making collaborative
recommendation the technique of choice.

The Chicago City of Learning (CCoL) is a portal for middle-
and high-school students to explore and participate in out-
of-school time educational activities available throughout the
Chicago metropolitan area.1 These activities include both in-
person and on-line activities, tied together through a system of
digital badges [1]. The system began as a way to connect youth
with summer programs (“Chicago Summer of Learning”) and
evolved into supporting activities year-round.

One characteristic that immediately emerged in exploring
this domain was the difficulty of performing recommendation
for in-person programs. These programs are offered with
specific enrollment times and are quite volatile with offerings
changing from year to year. Students are very slow to build
up a profile of such activities, making collaborative recom-
mendation not a good fit. Aforementioned content problems,
in particular, organization-provided activity descriptions, make
content-based recommendation also challenging. We plan to
explore recommendations of in-person programs in future
work.

In this paper, we concentrate on recommendations for on-
line activities, called pathways in CCoL. An example of an on-
line activity offered in the system would be an introductory
programming activity, like those used in popular “Hour of
Code”,2 where the student can create interactive applications
while learning basic programming concepts. These activities
have the benefit of being constantly available and often can be
completed in under 5 hours. Students can therefore build up
profiles of participation in such activities, which can be used
for collaborative recommendation.

1https://chicagocityoflearning.org/about
2https://code.org/learn

RELATED WORK AND METHODOLOGY

Because of how data has been collected in the logs of
the City of Learning site, we only have information about
the pathways for which a user has registered. The learning
experiences themselves are hosted by a variety of entities that
are only loosely coupled with CCoL itself. We do not have
the types of ratings that are typically found in e-commerce
recommendation, and we do not even have completion infor-
mation that would tell us how much of a pathway the student
has completed.

We treat each registration as a binary positive indicator
of interest. We do not get any indicators of students’ lack
of interest, therefore all non-chosen activities are the same
from the system’s point of view. We can therefore characterize
the recommendation problems as an instance of “one-class”
collaborative filtering [2].

The one class scenario is common – it is often very hard
to distinguish the unlabeled positive examples and negative
examples. In general, there are three approaches in the liter-
ature to address one-class problem. Most simply, we can use
standard neighborhood-based methods including User-based
kNN and Item-based kNN [3], ignoring the difference between
unknown examples and negative examples. The second set of
techniques, proposed in [2], uses pointwise methods based on
scores, including weighted low rank matrix factorization or
sampling methods. Rendle et al [4] proposed a third approach
in the form of personalized ranking based on Bayesian rea-
soning called Bayesian Personalized Ranking or BPR. Recent
research has found that pairwise methods are empirically more
successful than pointwise methods [5].

EXPERIMENTAL SETUP

We obtain snapshots of the production CCoL system every
six months. The system is constantly being modified, and
features and activities are added and removed regularly, which
makes it difficult to compare across snapshots. For this work,
we use a snapshot sampled in the fall of 2015. After removing
users with fewer than 5 registrations, we have 2018 users, 251
pathways and 15634 registration records.

In this section we explain the experimental settings that we
used in our experiments to get the results. We used LibRec[6],
a recommender system library in Java.



In order to evaluate various algorithms using 5-fold cross-
validation, we split the data into training (80%) and testing
(20%) sets by user profile. The recommendations were pro-
duced using the algorithms presented above: BPR-MF, User-
based kNN, and Item-based kNN. We also used a very simple
ranking technique based solely on the popularity of items in
the training set; this is labeled PopRank.

For each user, we calculated a list of recommender activities
and evaluated the precision and recall of each algorithm
relative to the items that the user actually chose from the
training data. Precision and recall were calculated at list
lengths from 5 to 35, representing a reasonable set of options
for an interactive web application.

EXPERIMENTAL RESULTS

Figure 1 shows the precision-recall curves for the different
algorithms against this data snapshot. This is typical of what
we have seen in prior datasets. The first point to note is that the
BPR algorithm has a small but consistent advantage over Item
kNN, and that the collaborative algorithms are all superior to
merely ranking by popularity. This suggests that, even with
limited information, a collaborative approach can be superior
to showing only popular items.

The precision values are quite encouraging. Again, the
information that we have is quite limited, but we are able to
make a single correct prediction about 15% of the time, and
when the list length is 25, about 30% of such lists will have
at least one relevant item. We expect that this proportion can
be increased by using additional data, including demographic
data.

Fig. 1. Precision vs Recall for lists of length 5 through 35

The long-tail effect is very evident in this data set, as can be
seen in Figure 2. This shows the histogram of item frequencies
in the user profiles. A single item occurs more that 1500 times,
accounting for almost 10% of the registrations. The frequency
falls away significantly with 200 items having less than 100
registrations. This suggests that there is significant scope
for diversity-oriented recommendations to increase students’
awareness of the larger library of on-line activities. We plan
to explore such recommendations in future work.

Fig. 2. Histogram of the popularity of Pathways (On-line programs).

CONCLUSION

We have introduced the problem of recommending infor-
mation learning experiences in the Chicago City of Learning
system and shown that even with limited data, it is possible
to provide effective collaborative recommendation of such
experiences.

In our future work, we plan to integrate the recommender
with the CCoL site and deliver live recommendations to
students, creating additional possibilities for data gathering and
algorithm evaluation. We also plan to incorporate demographic
and other data into our recommendation technique, drawing
from techniques of multi-dimensional hybrid recommenda-
tion [7].
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